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a b s t r a c t
Compressive sensing is an emerging ﬁeld predicated upon the fact that, if a signal has a sparse representation in some basis, then it can be almost exactly reconstructed from very few random measurements.
Many signals and natural images, for example under the wavelet basis, have very sparse representations,
thus those signals and images can be recovered from a small amount of measurements with very high
accuracy. This paper is concerned with the dimensionality reduction problem based on the compressive
assumptions. We propose novel unsupervised and semi-supervised dimensionality reduction algorithms
by exploiting sparse data representations. The experiments show that the proposed approaches outperform state-of-the-art dimensionality reduction methods.
Ó 2012 Elsevier B.V. All rights reserved.

1. Introduction
Recent years have witnessed a rapid development in the area of
compressive sensing (CS) (Donoho, 2006; Candés et al., 2006),
where it has been proved that if a signal can be compressible in
the sense that it has a sparse representation in some basis, then
the signal can be reconstructed from a very limited number of
measurements. Several reconstruction approaches have been successfully presented. The typical algorithm offered in (Candés et
al., 2006) is to use the so-called ‘1 minimization for an approximation to the ideal ‘0 minimization. That is, the sparse representation
a of an original signal x is formulated in the following ‘1-regularized regression

a ¼ argmina fkUx  UWak2‘2 þ kkak‘1 g:

ð1Þ

Here, W is the basis in which all putative signals x are supposed to
be sparse (a good example of which is wavelet basis for image signals (Mallat, 1998; Daubechies, 1992)), U is called a measurement
matrix which could be chosen as a random matrix (Baraniuk, 2007)
and the regularizer k > 0 controls the relative importance applied to
the ‘2 error and the sparseness ‘1 term. In compressive sensing, the
q
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measurement matrix U is of size d  m where m is the length of signals and d is the number of measurement satisfying d  m. For
example, let the m  m matrix W represent a wavelet basis (columns), then a general m-dimensional signal x may be represented
as x = Wa, where a is the wavelet coefﬁcients. For most natural signals, most components in the wavelet coefﬁcient representation a
are close to zeros. In compressive setting, we have sort of measurement Ux from which we need to recover x.
Recently, Bayesian tilts to the problem have appeared by imposing
sparseness favored priors on a, for example in Bayesian Inference and
Optimal Design for CS (Seeger, 2008; Seeger and Nickisch, 2008) and
Bayesian Compressive Sensing (Ji et al., 2008, 2009).
The growth in the amount of unlabeled data has recently fueled
research on dimensionality reduction (DR) techniques (van der
Maaten et al., 2009). The purpose of DR is mainly to ﬁnd the corresponding counterparts (or embeddings) of the input data of dimension m in a much lower dimensional space (so-called latent space)
of dimension d without incurring signiﬁcant information loss. In
(Calderbank et al., 2009), the authors use Gaussian random matrices to map the original features to a measurement space, showing
that with high probability learning in the low dimensional measurement space does not incur signiﬁcant accuracy loss. Along
the same lines, Shi et al. (2009a,b) propose a much faster and
deterministic scheme – hash kernels – which outperforms the random mapping due to sparsity preservation. However, the above CS
methods require d P O(g log (n/g)) to meet the Restricted Isometry
Property (RIP) (see Candès et al., 2005; Rudelson and Veshynin,
2005), which is not applicable to DR in 2D or 3D visualization.
As mentioned above, most natural signals like images have very
good sparse representation under such as wavelet bases, however
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for more broad application areas, it is not easy to get a ﬁxed base
like wavelets with the capability of sparse representation. In this
paper we consider a scenario in which we let data speak themselves based on the assumption that a dataset from a particular domain has its own similarity among the items. Thus we assume that
we have a set of data points acquired from the same source already, for example, we can randomly pick up some data points
from a given set of training data. For any other (or later coming)
data/signals we embed them into the space spanned by the set of
‘‘ﬁxed’’ data points. This set of training data is regarded as a ‘‘randomly’’ chosen basis for the signal space. Mathematically, this subset may not satisfy the condition required by a basis, however we
imagine in some cases that they have sufﬁcient expressive power
for other signals/datapoints. We call this subset as the calibration
dataset in this paper.2 When this set is larger enough and has certain
clustering properties, it is highly likely that a later coming signal/datum can be sparsely represented by those similar signals/data in the
calibration dataset. For example, given a set of handwritten digits
images, it is more likely that an image of handwritten digit say 9
can be sparsely represented by those images of 9s in the data set.
Based on the above assumption, in this paper, we propose two
algorithms for dimensionality reduction: one unsupervised which
relies on ‘1 minimization and one semi-supervised which relies
on ‘2/‘1 minimization. Once we have embedded all the task/newly
coming data points into the space spanned by the calibration dataset and obtained their sparse representations a’s under the calibration basis, we then further apply any one of conventional DR
methods to a’s in order to get their reduced representation in a
lower dimensional space. As a demonstration of concept, we
choose to use the classical linear PCA method and a new established nonlinear approach – L1-SNE algorithm (Cook and Gao,
2010). Our results show that such a simple approach with PCA outperforms many of the state-of-the-art algorithms. The similar idea
has also been used in a recent work on hashface for face recognition (Shi et al., 2010).
The paper is organized as follows. Section 2 describes our unsupervised method based on ‘1 minimization. In Section 3 we describe our semi-supervised method based on ‘2/‘1 criterion,
which uses label information. Experiments are conducted in Section 4, and conclusions in Section 5.
2. The unsupervised method
Assume we already have n data points xi 2 Rm from which we
want to construct a low-dimensional embedding. In the unsupervised setting described here, we have no knowledge of labels associated to these data points. This is the classical dimensionality
reduction setting. As discussed in the introduction, we call this
set of known data the calibration dataset,3 since we will make use
of it to span a linear space for embedding other data, but the vectors
to be embedded are arbitrary.
We then collect all the vectors from the calibration dataset into
a single matrix with m rows and n columns, and set it as our matrix

W
W ¼ ½x1 ; . . . ; xn  2 Rm;n ;

ð2Þ

where the labeling of the data points is arbitrary. As in compressive
sensing, W is called a representation matrix, or a base or a dictionary. Now, based on our assumption, we propose that a new data
point x will have a sparse representation under W provided n is reasonably large. The degree of sparseness will depend on the particu2

In signal analysis, it is called a dictionary.
In any actual implementation, the data in calibration dataset can be randomly
chosen from a given training data set.
3

lar distribution of the dataset. We use this fact to motivate our
modeling choice of choosing the above as our matrix W in Eq. (1).
Given a new unlabeled data point x, we wish to represent it in a
new W-dependent space in which it has a sparse representation.
In other words, for a new x, we need to seek a a = (a1, a2, . . . , an) such
that

x ¼ Wa

ð3Þ

where a is sparse. For example, if x is one of the calibration data
points, then a trivial sparse solution of the above equation is when
a has only one nonzero entry (equal to 1) corresponding to the data
point itself. For other new datapoint x, we assume that x should be
similar to some of calibration data points. This assumption is reasonable in many practical cases. For example, suppose that the calibration dataset consists of a large number of digitized handwritten
digits, then a given new handwritten digit image would be similar
to the same digit in the calibration dataset. Thus, for every data
point x for which we want to perform dimensionality reduction,
we therefore ﬁrst embed it into Rn in terms of a, i.e., x ! a 2 Rn .
To ﬁnd a sparse a, one could use conventional ‘1-regularized
least-squares regression as follows:

a ¼ argmin kx  Wak2‘2 þ kkak‘1 ;

ð4Þ

a2Rn

where ‘1 regularization enforces sparsity on a. However, the complexity of solving above problem grows polynomially with m. Inspired by the idea of compressive sensing, we take U 2 Rdm a
random matrix that satisﬁes RIP condition (for example a gaussian
random matrix), where d  m, and conduct a regression procedure
on the transformed vectors for seeking a by solving the following
problem

e ak2 þ kkak
a ¼ argmin k xe  W
‘1
‘2

ð5Þ

a2Rn

e :¼ UW; x
e :¼ Ux and k is the tradeoff parameter on the regwhere W
ularizer controlling the sparsity of a. Since d  m, the complexity is
signiﬁcantly reduced.
According to compressive sensing theory (Donoho, 2006), the
sparse pattern of the signal under the space spanned by the similar
signals can be recovered from the much compressed low dimene with high probability. Calderbank et al.
sional measurement x
e as universal dimension
(2009) considers compressed sensing x
reduction. The application of the random matrix U may also be
considered as ﬁltering the original vectors (or signals). Some
unnecessary information may be removed in this ﬁltering. It is expected that the sparse pattern of a is more close to ideal pattern of
a⁄  a is a (sparse) representation of the new vector x under the
space spanned by the given similar vectors {x1, . . . , xn}. Although
a is sparse, it still has a high dimension n—its most number of nonzero components is d. Unfortunately, to recover a⁄ faithfully, d can
not be too small, which we will see later in Theorem 1.
Suppose we are given a separate dataset DðyÞ ¼ fy1 ; . . . ; yN g for
which we want to visualize them in a low dimension space such as
R3 . One way to do this is to simply apply a conventional dimensionality reduction algorithm, such as PCA (Bishop, 2006), on
DðyÞ. However it is very challenging to get better visual results in
applications.
Now assume we want to perform dimensionality reduction of a
given test set of data points DðyÞ ¼ fy1 ; . . . ; yN g. This may include
points in the calibration set or not. Our approach simply consists
of applying a standard dimensionality reduction algorithm on the
new sparse dataset obtained by embedding every yi via solving
Eq. (5), i.e., we obtain DðaÞ ¼ fa1 ; . . . ; aN g where ai is the sparse
representation of yi under the calibration dataset W (replacing e
x
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in Eq. (5) with Uyi). Then we apply PCA on DðaÞ to reduce its
dimensionality. The procedure is shown in the following diagram
Solvingð5Þ

PCA

 Þ ¼ fa
1; . . . ; a
N g
DðyÞ ! DðaÞ ! Lða

ð6Þ

 i 2 Rv is the dimension reduced embedding of data yi.
where each a
For the purpose of visualization, v is chosen to be 3.
We call the proposed method (6) the CS-PCA dimensionality
reduction algorithm, since we simply use PCA in the new embedding. In fact, we can plug in any other unsupervised dimensionality
reduction algorithms, such as those mentioned in Section 5, instead of PCA. However the experiments in Section 5 show that
CS-PCA already outperforms even state-of-the-art nonlinear
dimensionality reduction algorithms. In the next section we will
give a theoretical analysis on the performance of classiﬁers in the
reduced CS-PCA space.
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In practice, it is too restrictive to assume W to be orthonormal.
For example, when m < n; W 2 Rm;n is not orthonormal. Recently
Candès et al. (2010) show compressive sensing results can be extended to non-orthonormal matrices (or dictionaries).
Feature reduction is applicable to classiﬁcation if the feature
points from different classes are well separated in the low dimensional space and points from the same class are clustered in the
low dimensional space. A desirable property is that the true error
after feature reduction should not be too much worse than without
the reduction. Hence we make the following assumptions.
Assumption 3. There exists a positive , such that for any original
feature x 2 Rn and its dimension reduced feature x0 2 Rm ; n > m,
provided label y,

Pðc0 ðx0 Þ – yÞ 6 PðcðxÞ – yÞ þ ;

ð9Þ

0

2.1. Analysis

where c , c are the predicted labels.

Here we study some theoretical properties of our unsupervised
approach. At the heart of our approach is assuming there exists an
unknown sparse representation a 2 Rn of the original signal
x 2 Rm ; n  m and the sparse representation a is easier to be visualized in 2D or 3D after some standard reduction techniques. So the
ﬁrst step is to ﬁnd the unknown representation.
The starting point for our analysis is the following theorem
(Tropp and Gilbert, 2007; Candès et al., 2005; Rudelson and Veshynin, 2005).

Assumption 4. There exists a high dimension representation, in
which the classiﬁcation can be perfectly conducted.
With above assumptions, we can actually bound the error rate
after feature reduction by the following theorem.

Theorem 1 (CS Signal Recovery Tropp and Gilbert, 2007). For any
g-sparse (i.e. at most g many nonzero components) signal a 2 Rn and
b > 0, let d P bglog (n/g), and draw d row vectors /1, . . . , /d
independently from the standard Gaussian distribution on Rn . Denote
the stacked vectors f/i gdi¼1 as the matrix U 2 Rd;n and take d
measurements zi = h/i, ai,i = 1, . . . , d, i.e. z = Ua. Then with probability
at least 1  ebd, the signal a can be recovered via

a ¼ argmin kz  Uak2‘2 þ kkak‘1

ð7Þ

a2Rn

The above theorem provides a guarantee for recovering sparse
signals via ‘1 minimization. It can be proven via the RIP condition.
The following corollary may further provide guarantee for recovering signals via the scheme in (5).
Theorem 2 (Random Recovery after projection). For any g-sparse
signal a 2 Rn and b > 0, let d P bglog (n/sg), and draw d row vectors
/1, . . . , /d independently from the standard Gaussian distribution on
Rm . Denote the stacked vectors f/i gdi¼1 as the matrix U 2 Rd;m . For
orthonormal matrix W 2 Rm;m take the measurement as z = T
(UW)a, where
is the point-wise product and the scaling matrix
T 2 Rd;m is deﬁned as T i;j ¼

1
kWj k2‘

2

if kWj k2‘2 – 0, 0 otherwise, where

Wj is the j-th column vector of the matrix W. Then with probability at
least 1  ebd, the signal a can be recovered via

a ¼ argmin kz  T
a2Rn

ðUWÞak2‘2 þ kkak‘1

ð8Þ

Proof. Let Wj,j = 1, . . . , n denote the j-th column vector of the
e :¼ UW, i.e., the row vectors
matrix W and let W
e i ¼ ðh/ ; W1 i; . . . ; h/ ; Wn iÞ for (i = 1, . . . , d). Note that the inner
W
i
Pi
product h/i ; Wj i ¼ m
 isPstill a random variable drawn
k¼1 /i;k Wk;j
2
e d
from Gaussian distribution N 0; m
k¼1 Wk;j . Hence f W i gi¼1 are random vectors independently drawn from the Gaussian distribution
e to the standard Gaussian distribution,
in Rm . Rescaling by T W
the Theorem 1 applies. So the corollary holds. h

Theorem 5 (Error Bound ‘1). Under Assumptions 3 and 4, the true
error after feature reduction via the scheme in (5) can be tightly
bounded by

Pðc0 ðx0 Þ – yÞ 6 ebd þ :

ð10Þ

Proof. We know that with probability at least 1  ebd, the signal
can be recovered via Corollary 2. With Assumption 4, we know that
even the ebd portion of not-perfectly-recovered signals are all misclassiﬁed, the classiﬁcation error is still less equal to ebd. Therefore
the Theorem 5 holds with Assumption 3. h
Note that an error bound similar to Theorem 5 can still be
achieved if Assumption 4 is weakened to the case where the misclassiﬁcation rate is upper bounded (rather than zero).
3. The semi-supervised method
Here we consider a different setting, in which we know the labels
of the calibration dataset. We consider a dimensionality reduction
framework under the semi-supervised learning setting. The goals
of different semi-supervised dimensionality reduction (SSDR) algorithms are quite different, so is the setting for SSDR. Here we consider the following setting. We assume that we only have partially
labeled signals fðS; CÞ; Dg where ðS; CÞ ¼ fðxi ; ci Þgni¼1 , such that each
data xi is a vector in a high dimensional space Rm ; ci is a label identifying K different classes, and D ¼ fy1 ; . . . ; yN g consists of N unlabelled signals of the same dimensionality. For example, in the
problem of clustering handwritten digits, the xis represent handwritten digits while cis take category values from 0 to 9.
We are going to use ðS; CÞ as a calibration dataset. The calibration dataset will be ﬁxed in the further learning procedure and it
will be used to produce an embedding space in which the signals
are sparse under the concept of compressive sensing (Donoho,
2006; Candés et al., 2006).
Under the above setting of partially labeled signals, Song et al.
(2008) modiﬁed the classical linear discriminant analysis (LDA)
algorithm by introducing a penalty on unlabeled data under both
PCA criterion and maximum margin criterion (MMC). The two proposed SSDR algorithms are named as SS-LDA and SS-MMC. Sugiyama et al. (2008) proposed a semi-supervised version of the local
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Fig. 1. The result of different algorithms on MNIST handwritten digits database. The parameters of algorithms are chosen to achieve lowest 1NN classiﬁcation errors.

linear discriminant analysis, named SELF (Sugiyama, 2007). Zhang
et al. (2007) also gave a SSDR algorithm using the ‘‘must-link’’ and
‘‘cannot-link’’ constraints. The setting used in this paper can be
considered as one of special cases in the ‘‘must-link’’ and ‘‘cannot-link’’ constraints, corresponding to the algorithm SSDR-CMU
in Zhang et al. (2007).
There are other SSDR settings in the literature. For example,
Yang et al. (2006) constructed the so-called semi-supervised nonlinear dimensionality reduction by exploiting information of low
dimensional embeddings rather than labels for partial data as prior
knowledge. The idea is to construct a least squares regression
based on the label information and low dimension projection
learned from both labeled and unlabeled data. Actually this method shall be regarded as a co-training procedure.
In our proposed algorithm, the calibration dataset ðS; CÞ is used
to construct the embedding space in which we will conduct a CS
algorithm to ﬁnd a sparse representation for the unlabled data D.
This is based on the assumed prior knowledge that the unlabeled
data D has high similarity to the calibration signals in S. Then
the unlabeled data D will be embedded into a lower dimension
space from its higher dimension sparse representation.
Although the solution a to the ‘1 problem (5) demonstrates
sparseness, there is no guarantee that the nonzero components
of a only correspond to the basis xi of the desirable ‘same classes’.
Fig. 1 shows the value of a for a digit 2 as an example. In this experiment, we randomly take as bases 50 images for each digit. For
demonstration purpose, we sort x in W such that the vector a’s ﬁrst
50 components correspond to the images of digit 0, the next 50 to
images of digit 1, and so on. Thus ideally for any digit 2, if it can be
represented only by digits 2 images from the calibration set, all the
components of a but a151, . . . , a200 shall be zeros. In Fig. 1(a), we can
see that using ‘1 regularizer as (5) clearly does not produce the expected a — its nonzero components widely spread over all digits.
To enforce the group sparsity (Huang and Zhang, 2010) in a, instead of the ‘1 regularizer, we propose to use the ‘2/‘1 regularizer.
That is, we seek for a sparse a by solving the following problem

e ak þ kkak
~W
minn kx
‘2 =‘1
2

a2R

ð11Þ

P
where kak‘2 =‘1 ¼ Kk¼1 kak k‘2 and ak is the sub-vector consisting of
the components of a corresponding to the basis of class k. Note that
this is possible because we know the class labels for our calibration
data points. This is how we bring the labeled data into the model.
And whether sorting the x in W according to the label does not matter, since ak locates the components of a for class k. Again, for better
illustration purpose, we sort the data in Fig. 1 so that ak covers consecutive dimensions.
‘2/‘1 regularization has been mainly used in multi-task regression problems (see Argyriou et al. (2008), Obozinski et al. (2008),
Obozinski et al. (2006)). Recently Liu et al. (2009) proposed an efﬁcient algorithm for solving the problem (11). Fig. 1(b) shows the result of solving (11) with the same data setting used in the case of
Fig. 1(a). It clearly shows the most signiﬁcant components in a
are in a151, . . . , a200, which correspond to digit 2. The ‘1 criterion en-

forces a sparse representation through information spreading
while the ‘2/‘1 criterion achieves the sparsity by concentrating
information in the data points of the same class.
Generally speaking, the ‘1 sparse representation may give a better recovery error than the ‘2/‘1 approach if the no prior information is known about the the location of the nonzero components.
However, if the nonzero components have the group property that
they should only appear in the location corresponds to the desirable ‘same class’, then ‘2/‘1 is the preferred. Huang and Zhang
(2010) showed recovering group sparse signal using ‘2/‘1 norm
has less approximation error for gaussian random variables. It explains why the CS-PCA algorithm can be signiﬁcantly improved by
using the ‘2/‘1 norm. Accordingly, we can deﬁne another cluster label prediction by using the ‘2/‘1 criterion


k ¼ argmax kak k‘2 :

ð12Þ

k

Actually (12) has deﬁned a very naive classiﬁer. We will use it as a
criterion to assess the inﬂuence of the calibration dataset size in
experiments.
Stojnic (2009) showed that (in its Theorem 3) with certain condition, the solution of ‘2/‘1 coincides with the solution of ‘1 with
overwhelming probability, which leads to the following theorem:
Theorem 6 (Error Bound with ‘2/‘1). Assuming with the overwhelming probability q, the solution of ‘2/‘1 coincides with the
solution of ‘1. The true error using ‘2/‘1 norm scheme can be upper
bounded by

Pðc0 ðx0 Þ – yÞ 6 ð1  qÞp þ qebd þ ;

ð13Þ

where p is the error rate of the recovered signals which differs from
those recovered signals of ‘1.
Proof. Clearly the error from the coincided data is bounded by
qebd and the error from the differed data is bounded by
(1  q)p. Assumption 3 connects the sparse representation space
and low dimensional space and therefore gives the theorem. h
In fact, the bound can be further improved using results from
Huang and Zhang (2010).
4. Experiments
To demonstrate the effectiveness of the proposed algorithms,
experiments of visualizing data in a 3D space were conducted on
MNIST handwritten digits images4 and multifeature handwritten
digits dataset.5 The results of other algorithms mentioned in Section 2 are also shown for comparison.
4

MNIST digits dataset is available at http://yann.lecun.com/exdb/mnist/.
Multifeature handwritten digits dataset is available at UCI Machine Learning
Repository http://archive.ics.uci.edu/ml/datasets/Multiple+Features.
5
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Fig. 2. The result of different semi-supervised algorithms on MNIST handwritten digits database. Only 500 test data are shown. The parameters of algorithms are chosen to
achieve lowest 1NN classiﬁcation errors.

Fig. 3. The result of different unsupervised algorithms on MNIST handwritten digits database. Only 500 test data are shown. The parameters of algorithms are chosen to
achieve lowest 1NN classiﬁcation errors.

4.1. Handwritten digits: Experiment I
The MNIST database consists of 60000 handwritten digits
images. All images are grayscale between 0 and 1 and have a uniform size of 28  28 pixels. As usual, we use these pixel intensity
values to construct a signal of dimension m = 784 for each digit
image.
In our experiments, a subset of handwritten digits is extracted
from the MNIST database where we randomly take 60 images per
digit to construct the underlying spaces, denoted by W as in Eq.
(2) with n = 600. Next we randomly take 50 images per digit from
the database and apply the algorithm on this subset of N = 500 testing images. We note that the number of measurements d has certain
effects on the performance of the algorithm. Theoretically, it has
been proved that, 
for an exact
  recovery of the sparse weights a,d
where g is the number of nonzero
must satisfy d > O g  log gn
weights in a, see Theorem 1. In our case, it is most likely that
d > 150. In the following we use d = 200 for all the experiments.
The visualization results are presented in Figs. 2 and 3. Fig. 2
shows the comparsion of visualization results with results from
other conventional semi-supervised DR algorithms CS-PCA, SSMMC (Song et al., 2008), SELF (Sugiyama et al., 2008) and SSDRCMU (Zhang et al., 2007) while Fig. 3 shows the results given by
those unsupervised nonlinear DR algorithms GTM (Generative
Topographic Mapping (Bishop et al., 1998)), KLE (Guo et al.,
2006), ISOMAP (Tenenbaum et al., 2000) and LTSA (Zhang and
Zha, 2004) etc. The view used in each ﬁgure was found by rotating
the space until a satisfactory visual effect was achieved. Some of
those DR algorithms were conducted by using the manifold learning toolbox by Todd Wittman which is publicly available from
<http://www.math.umn.edu/ wittman/mani/> and GTM was conducted by using I.T. Nabney’s NetLab http://www1.aston.ac.uk/eas/
research/groups/ncrg/resources/netlab/ while others are implemented by the authors.
To give a quantative analysis on the quality of the visual clustering, we use the k nearest neighbor (kNN) classiﬁcation errors as in

Table 1
Comparison of leave-one-out 1NN classiﬁcation errors of different algorithms.
Errors = 1NN errors. Semi/unSup = whether the algorithm is semi- or un-supervised.
Non/L = whether the algorithm linear/nonlinear.
Algorithms

Errors

Semi/Unsup

Non/L

Experiment I
CS-PCA-‘2/‘1
CS-PCA-‘1
PCA
SS-MMC
SELF
SSDR-CMU
KLE
ISOMAP
LTSA
GTM

82
159
277
184
164
183
147
168
166
212

S
U
U
S
S
S
U
U
U
U

L
L
L
L
L
L
N
N
N
N

Experiment II
CS-L1SNE
CS-PCA-‘2/‘1
CS-SELF
CS-SS-MMC
CS-SSDR-CMU

335
439
476
F
F

S
S
S
S
S

N
L
L
L
L

Lawrence (2005). For the sake of simplicity, here we take k = 1. The
smaller the number of errors, the better the visualization of the
method. The 1NN classiﬁcation errors of different methods are collected in Table 1 and the result of each method is the best it can
achieve by choosing the optimal parameters of the method.
Both the visual effects and 1NN errors show that the CS-PCA‘2/‘1 algorithm outperforms all the other algorithms including CSPCA-‘1. In the sequel, we simply call CS-PCA for CS-PCA-‘2/‘1. It
seems that the SELF algorithm is the second best performer in
this example. The linear semi-supervised algorithms SS-MMC
and SSDR-CMU are inferior in this case while clearly those unsupervised nonlinear algorithms like KLE, ISOMAP and LTSA also offer comparable performance although GTM offers relatively poor
results. The better results from nonlinear algorithms demonstrate
certain nonlinear information existing in the dataset.
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4.2. Handwritten digits: Experiment II
In this experiment, we aim to make comparisons of several
semi-supervised DR algorithms applied to large number of data
points. We still use the same dataset as in Experiment I.
First we note that the dimension of each digit image (signal) is
784. In Experiment, the cardinality of the calibration dataset was
set to n = 600, i.e., we are working on sparse representation in a
600 dimension calibration space. Thus the sparsing procedure
can be considered as a pre-dimensionality reduction, from dimension 784 to 600. In this experiment, we are going to test the scenario in which the dimensionality of the calibration space is
higher than the original dimension of the datapoints. To do so,
we construct a larger calibration dataset from the MNIST database
by randomly taking 100 images per digit, denoted by W as in Eq.
(2) with n = 1000. Thus the dimensionality of the sparse space is
1000 which is higher than the original dimension m = 784.
From Experiment I, we note that the simple CS-PCA algorithm
outperforms most of other DR algorithms. In this experiment we
will look at the performance of CS-PCA algorithm by comparing it
with several semi-supervised algorithms including the newly established nonlinear dimensionality reduction algorithm L1SNE (Cook
and Gao, 2010). L1SNE, SELF, SS-MMC and SSDR-CMU are applied
to the higher dimensional sparse representations, thus we name
them as CS-XXX algorithm. In this experiments, both CS-SS-MMC
and CS-SSDR-CMU failed to give any meaningful results. Note: we
have actually applied CS-L1SNE in the condition of Experiment I,
however the algorithm failed to give any meaningful result.
Next we randomly take 300 images per digit from the database
and apply the algorithm on this subset of N = 3000 testing images.
In this experiment, we still set the number of measurements d to
be 200. The visualization results of the experiment are presented
in Fig. 4. To better visually assess the effects, we present two views
for the result for each algorithm. In this case, the result from

CS-L1SNE is better than CS-PCA-‘2/‘1 and CS-SELF. The beneﬁt
may come from the dimension argument in the sparse space.
The leave-one-out 1NN error is reported in Experiment II
section of Table 1. We have to stress that the computational complexity of CS-L1SNE is signiﬁcantly larger than that of CS-PCA and
CS-L1SNE failed to give any meaningful results for the data setting
in Experiment I. More details about L1SNE please refer to Cook and
Gao (2010).

4.3. Handwritten digits: Experiment III
Please note that (12) actually deﬁnes a simpler classiﬁer for the
data based on the magnitudes of sparse coefﬁcients a. The purpose
of this experiment is to evaluate the inﬂuence of the size of the
embedding space deﬁned by W on the 1NN errors (the evaluation
of the visualization effect) and classiﬁcation rates of the simpler
classiﬁer (12), which is deﬁned as the percentage of correct classiﬁcation. We will only focus on the semi-supervised CS-PCA
algorithm, although the unsupervised version shows a similar pattern in the results but the beneﬁts are not as much obvious as the
semi-supervised version.
We will use a similar setting for the test dataset as that in
Experiment I, i.e., N = 500 with 50 digitized images for each digit.
The size of calibration dataset is set to n = 10T with T images from
each digit class. In the experiment we tested for T = 50:10:600
(Matlab expression). When T increases, the solver for solving (11)
takes too much time. The following results show that we won’t
get much beneﬁts when using a calibration dataset in a very large
size.
Fig. 5 shows the results of 1NN error and classiﬁcation rate vs the
size of calibration dataset, respectively. The curves in the ﬁgures are
the regressed result by using Gaussian Process. Fig. 5(a), we see that
the best size is about 350 images per digit. When the size is further

Fig. 4. The result of CS-PCA-‘2/‘1, CS-SELF and CS-L1SNE algorithms on MNIST handwritten digits database. Only test data are shown. The parameters of algorithms are
chosen to achieve lowest 1NN classiﬁcation errors.
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Fig. 5. The result of the inﬂuence of the size of Calibration dataset.

increased, the 1NN error gets slightly worse than the best case.
Fig. 5(a) shows the similar pattern for the classiﬁcation rate. A larger
size does not offer any better beneﬁts in terms of classiﬁcation. Bear
in mind that the larger the size of calibration dataset, the more complexity in solving for the sparse coefﬁcients a.
4.4. Multifeature handwritten digits
The above examples show that our proposed method can potentially improve visualization effectiveness, particularly suitable for
visualizing very high dimensional data. However, we believe the
application of our method is not limited to simply improving visual
effect, it can also be used to predict class labels for new test data
and explore hidden structure in data.
In the third example, we applied the proposed CS-PCA on the
multifeature handwritten digit dataset. The dataset is available
from UCI machine learning dataset repository. This dataset consists
of features of handwritten digits (‘0’–‘9’) extracted from a collection of Dutch utility maps. 200 patterns per class (for a total of
2,000 patterns) have been digitized in binary images. Unlike the
MINST digit dataset, these digits are rather represented in terms
of the following six feature sets: (a) 76 Fourier coefﬁcients of the

character shapes; (b) 216 proﬁle correlations; (c) 64 KarhunenLoève coefﬁcients; (d) 240 pixel averages in 2  3 windows; (e)
47 Zernike moments; and (f) 6 morphological features. Thus each
digit has a total of 649 features. Unfortunately the source image
dataset is lost. This dataset was used by Jain et al. (2000) to
compare some of the well-known methods used in various stages
of a pattern recognition system.
In the experiment, we use randomly chosen 60 instances per digit, thus the underlying space for the CS-PCA algorithm composes of
600 patterns totally. The visualization result by applying the proposed CS-PCA on 1400 data points is presented in Fig. 6(a). As we
can see, the visual result almost correctly clusters the data set, in
fact, for this example, the 1NN classiﬁcation error is less than 56
out of 1400, i.e., 4% based on multiple runs of the algorithms. Our
CS-PCA provides an additional improvement over the RBF-SVM
model in terms of better classiﬁcation errors. This shows that CSPCA has great potential in picking up the most compressive information from the data set. As a comparison, we also give the visualization results from both linear and nonlinear semi-supervised and
unsupervised dimensionality reduction algorithms LDA (Bishop,
2006), SELF, SS-MMC, ISOMAP and LTSA in Fig. 6(b)–(f) and
leave-one-out 1NN classiﬁcation errors in Table 2. Note that in this

Fig. 6. The result of different algorithms on multiple feature handwritten digits database. Only test data are shown. The parameters of algorithms are chosen to achieve
lowest 1NN classiﬁcation errors.

1170

J. Gao et al. / Pattern Recognition Letters 33 (2012) 1163–1170

Table 2
Comparison of leave-one-out 1NN classiﬁcation errors of different algorithms.
Errors = 1NN errors. Semi/Unsup = whether the algorithm is semi- or unsupervised.
Non/L = whether the algorithm is linear/nonlinear.
Algorithms

Errors

Semi/Unsup

Non/L

CS-PCA-‘2/‘1
LDA mapping
SELF
SSDR-CMU
ISOMAP
LTSA

56
1005
80
202
236
301

S
S
S
S
U
U

L
L
L
L
N
N

experiment the result from SSDR-CMU is very poor, so we have
omitted it from the ﬁgure. Also note that we do not have results
for KLE and GTM, because both failed on this dataset due to unstable
numerical results. The LDA is a well-known supervised dimensionality reduction algorithm. In this experiment, we are looking at its
generalization capability in terms of dimension reduction. We used
the same training data for the CS-PCA underlying space as the LDA
training data, i.e., with the label information, then a LDA mapping
from high dimension to the lower dimension can be learnt from
the procedure which can then be applied to 1400 testing data to
get 3D visualization. Fig. 6(b) shows its visualization result and
the leave-one-out 1NN classiﬁcation error is shown in Table 2. SELF
etc. algorithms suffer a similar problem, however CS-PCA avoids
this by directly inferring based on ‘2/‘1 or ‘1 regularization. In this
regard, the proposed CS-PCA demonstrates its strong visualization
ability. Although the similar experiment can be applied to the dataset in example 1, the LDA algorithm failed to give meaningful results
since most of the points are mapped to the origin. The LDA implementation is based on Laurens van der Maaten’s The Dimensionality
Reduction Toolbox which is available at http://ict.ewi.tudelft.nl/
19j49/Matlab_Toolbox_for_Dimensionality_Reduction.html.
Among the semi-supervised DR algorithms, SELF is comparable
to the proposed CS-PCA in terms of visualization although there are
some heavily overlapping clusters in the result from SELF.
5. Conclusions
We introduced two compressive sensing based dimensionality
reduction algorithms. The core idea is to ﬁnd a space, in which data
are sparsely representable. We observed that, in terms of visualization effectiveness and 1NN classiﬁcation errors, the new methods
outperform existing linear and nonlinear dimensionality reduction
algorithms such as the conventional PCA, nonlinear GTM, KLE, LLE
and ISOMAP. The underlying space is data-dependent (i.e., no artiﬁcial underlying space is assumed) so that information retained is
high self-explained thus the post PCA procedure can reveal the
‘‘right’’ low dimension structures. The proposed semi-supervised
method exploit not only the sparsity of a, but also its inherent
grouping characteristic. Ways of exploiting other inherent characteristics and an investigation to efﬁciently solving problems with
those characteristics is the topic of future work.
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